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What is an IP address?

Most of you have surfed the web by dialing into an Internet Service Provider (ISP), and then roamed the World Wide Web. Usually, you just click on an item, and then you are magically transported to web sites all over the world. Occasionally, you might instead type in the Uniform Resource Locator (URL) such as http://www.gadzoox.com to enter a web site of interest. However, have you ever wondered just how you get around on the web with such ease?

The answer is that everything on the Internet has an address, although it is usually very well hidden from you. The protocol that defines these addresses along with a large number of functions and capabilities is called the Internet Protocol and is known as IP for short. The IP address is part of this specification. It is a 32-bit number that defines a network number and a host number. These function exactly like a street address. There is a street name and a house number. Together they uniquely define the exact location of a particular computer connected to the Internet, much like your house address defines where snail mail is delivered to you.

How are IP addresses used?

Generally, you never worry about your IP address. When you dial into your ISP over the modem, the computer at the ISP's site automatically assigns you a temporary IP address for that session, and you almost never see this number. You are normally known to all only by your email address (i.e. user@isp.net or whatever your personal Internet email name may be). And, if you are using the Internet from work, you probably have an email name more like user@mycompanyname.com.

The "user@" part of your email address is used internally by the server, or computer, that you are connected to over the modem or at work. This is not part of the IP address, although the rest of the email address is translatable into an IP address.

Both the "isp.net" and "mycompanyname.com" part of an email address are domain names. These are assigned permanent IP addresses, which are used to route messages to and from your personal computer. The domain names are automatically converted into IP addresses by a sort of worldwide IP address book called Domain Name Service (DNS). Occasionally, you might see the following error message:
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DNS Fails to Resolve Domain Name

In this case, the domain name wasn't in the DNS address book, and so it could not give you the correct IP address. Other times you might see a series of numbers such as 127.0.0.124. This is an IP address and the subject of this document.

Who assigns IP addresses?

IP addresses are created and administered by specialists all over the world. The assignment of IP addresses is strictly controlled to avoid chaos; and so fortunately, you never need to create one of these. If your company is connected to the Internet, there is somebody in your company known as the network administrator. This person is responsible for assigning individual IP addresses within your company. The network administrators are the only people at the places they work permitted to assign IP addresses. This is to avoid duplication and confusion. Thus, if you need an IP address, don't create one of your own. Find your network administrator and have that person give you one. This is absolutely critical if your system is connected to the Internet. If you just pick a number, more than likely an angry and upset network administrator will come visiting. So don't do it.

How the IP Address Works.

As noted, the IP address is a 32-bit unsigned number. It is usually broken down into four 8-bit bytes. While in some ways it makes more sense to explain IP addresses in hexadecimal, they are almost always written in decimal as four one-byte numbers separated by a decimal point. A good example is 127.0.0.124, which is a test IP address and so safe to use as an example.

IP Network Numbers and Host Numbers.

To return to our earlier analogy of street names and house addresses, all IP addresses on the Internet have network numbers and host numbers. The analogy, of course, is that a network number is like a street (such as 127th Street) with a number of houses on it, and the host number is the house number (124 127th Street).

Just which parts of the IP address are used for the network number and which are used for host numbers depend on a number of factors. The two most important are the Class of the IP address and the subnet mask. These are important to understand if you are going to be mucking around with IP addresses. First the Class:

Class of IP Address

Years ago, when the network engineers were inventing Ethernet, networking, IP and all that, the original concept was to have just a few networks, each with a large number of hosts on it. In that case, only the first byte was used for the network address. And since there were to be just a few networks, they decided to limit the number of the network addresses from 1 to 127. The last three bytes were to be the host number. In the case of 127.0.0.124, the network number was 127, and the host number 0.0.124. Since all three bytes are unsigned numbers and can have a value in the range of 0 to 255, that means up to 256 cubed host addresses are possible. This translates into 16,777,216 hosts, more or less (there are some special cases that reduce this number, but not by much).

By analogy, what we have are just a few very, very big streets, for example, super highways, with literally millions of houses on each. As you might guess, this proved to be impractical, particularly when a number of military and governmental agencies demanded that their networks be guarded from all those other computers. In addition, having so many systems all on the same network led to a traffic jam you would not belief. Since everybody had to use the same super highway to talk to their neighbor, they quickly jammed the bandwidth of that network.

Class A

So the network engineers designing IP invented the concept of classes of networks. The first class, with network numbers between 1 and 127, was called Class A. This is the system outlined above, with three bytes for the host number.

Class B

A second class, Class B, was invented to create a large number of networks, but each with far fewer systems on it. They did this by using the first two bytes of the IP address as the network address and the second two bytes for the host number. However, instead of just assigning all networks with a first byte value of 128 and above, the designers of IP wisely decided to limit the upper limit of Class B networks to 191. Thus any network that starts with a number between 128 and 191 is a Class B network. There are (191-127) times 256 Class B networks possible; or 16,384 networks each with as many as 256 times 256, or 65,536 hosts on each.

In this way, more users could talk only to their immediate neighbors on their own semiprivate networks. The analogy is instead of using the super highway, you are now using the local streets. But they are still very big streets. This quickly led to a third class of IP networks, the Class C networks.

Class C

At long last reality took hold and the designers of IP realized that you really don't need or want a large number of hosts on a particular network. This time they decided to limit the number of hosts to 256, or just the last byte. The first three bytes are now used for the network number. However, they again limited the use of the first byte in Class C. Any network number that begins between 192 and 223 is a Class C network. That gives you (223- 191) times 256, times 256 or 2,097,152 networks, each with up to 256 hosts on it. This makes Class C networks by far the most numerous. Of all the possible IP network addresses, almost 97 per cent are Class C.

Class D

Of course, you might be wondering what happened to the addresses in the first byte numbered between 224 and 256. These are the so-called "Class D" addresses and are used for special purposes such a multicasting, and thus we do not need to worry about them here.

Summary of IP Classes

In summary, the classes of IP addresses are outlined in the table below. Since the first byte is always part of the network number, we are showing the limits of each class in the first byte. The second through fourth byte are indicated as being used either as part of the network number or host number.

Class
Byte 1
Byte 2
Byte 3
Byte 4

A
             1-127 
Network
Host
Host
Host

B
128-191
Network
Network
Host
Host

C
192-223
Network
Network
Network
Host

The Classes of IP addresses.

Subnet Masks

While Class C networks seemed an excellent solution, there were still two nagging problems. First, what happens if somebody wanted only 16 or 32 computers on a network but more networks? The second problem was what to do about all those Class A and Class B networks out there chewing up valuable network addressing space. Both problems were resolved with something known as the subnet mask.

While subnet masks are almost always typed in as digital numbers, you really have to look at them in the hexadecimal to understand them.

Let's start with our Class A network example of 127.0.0.124. What does this number look like in hexadecimal? The answer is 7F 00 00 7C, if you break out the four bytes separately. Obviously, it is much easier to remember the decimal version, but the computer is actually using hexadecimal version.

Now for explaining a subnet mask: It is a bit-by-bit selection of each bit in the IP address to be either part of the host number or network number. If a bit is on, then the corresponding bit in the IP address is treated as part of the network number, and if a bit is off, then it is part of the host number.

Really - that is all there is to it. Honest!

And we are certain some of you are frowning in confusion.

So let's work through a few examples. We'll show the mask for the three Classes of IP addresses first in hexadecimal, and then in decimal. 

· The subnet mask for a Class A network is FF 00 00 00, or 255.0.0.0

· The subnet mask for a Class B network is FF FF 00 00, or 255.255.0.0

· The subnet mask for a Class C network is FF FF FF 00 or 255.255.255.0

Okay, you might say - but why?

The answer is that it's the subnet mask that really matters when it comes to deciding which bits are part of the network or host number. Indeed, some implementations of IP networking actually use just the subnet mask to determine which bits are used for what purpose. They do this by looking at the first byte of the address and determining whether it is a Class A, B, or C address and creating a subnet mask if one hasn't been manually entered. On the other hand, if a subnet mask has been entered, then it is used - regardless. And this can cause all sorts of headaches.

But before we get to the headaches, let's look at the usual reasons for using a subnet mask. The most common is to break up a Class C network, but it is easier to first explain its use with Class A and B IP addresses.

Breaking up Class A and B IP addresses

As noted above, Class A and B addresses were invented long before the World Wide Web made the Internet the popular place it is today. In reality, it is a rare occurrence when one needs as many as 256 systems on any one network. In fact, a better number is about 64. So, what do you do with these anachronistic dinosaurs called Class A and B IP addresses? Well, you can simply convert them into Class C with a subnet mask of 255.255.255.0. And in the process, you now have several thousands if not millions, of additional networks! That is literally all it takes. Of course, every computer on these networks has to have a subnet mask installed, but that can be done almost automatically by the system administrator.

 As you may guess, virtually every Class A or Class B network has long since been converted to Class C.

Subnetworking Class C networks

Most large companies are using Class C networks, and given that virtually every IP network number has been assigned, there is a real and pressing shortage of network numbers. Many companies are resorting to subnetting their Class C networks. However, having as many as 64 computers on the same network can overload it, so it makes a lot of sense to divide Class C networks into many smaller networks. This can be easily done with a subnet mask. In the case of having 64 systems per subnet, you would use the mask of FF FF FF CO. That leaves only the last six bits for the host number. Converted to decimal, that mask is 255.255.255.192.

The way this works is that systems with host number of 0 to 63 are all on the first subnetwork, while those with host number of 64 to 127 are on the second, and so on. This is hidden and not easy to see unless you specifically look for the subnet mask. To see the subnet mask, if there is one, on a Windows system for example is to run C:\windows\ipconfig.exe.

Since subnetworking is becoming more and more popular, it is quite common to see a subnet mask of 255.255.255.192. Another commonly used subnet mask is 255.255.255.128. Quick quiz: What does the second mask do?

Subnet Mask problems

There are some caveats to be aware of: First and foremost, please remember that a subnet mask is a bit-by-bit mask for selecting which IP address bit is used for the network number and which is used for the host number. Second, please notice that there is nothing about order or any other restrictions in this statement. Simple typing mistakes can cause some rather curious error messages such as "Cannot reach network." For example, let's type 255.255.255.191.

What does that do? The answer is best seen in the hexadecimal equivalent: FF FF FF BF. That means ONLY the seventh bit is to be used for the host number! (Hint: BF is 1011 1111 in binary) It is perfectly legal for a subnet mask to intermix on and off bits, and thus there is no reason for the networking code to challenge it. In fact, really sharp network administrators occasionally use such weird subnet masks for very special reasons. However, you are not likely to run into them. And please, don't try them on your own.

TIP: If you are using a Windows system, you have a calculator that can convert from binary to hex to decimal. This feature is available in the scientific mode.

Routing

There is one more issue we should touch upon, and that is what a router does.

In brief, it connects networks.

Implied but not stated above is that a system on any one network or subnetwork can only talk to other systems on exactly the same network or subnetwork. This is true even if they are on the same physical hunk of Ethernet. The reason is bandwidth. Since you are most likely to talk to your immediate neighbor, it makes sense to keep chitchat from other networks off your network unless the message is really meant for a system on your local network.

Traditionally, the way a router works is with two or more IP capable interfaces. A router therefore has two or more IP addresses, with each address on a different network. A router's job is to look for messages on each network that are destined for another network. When it spots such a message, it grabs a copy, and looks up the destination network number in a table of networks it knows about. This table tells it which of its IP interfaces to retransmit that message on. The message then hops from router to router until it arrives at one that is directly attached to the destination network. And from there, it is finally delivered to the recipient. Messages meant for other nearby systems can usually be delivered in a hop or two, while those coursing the World Wide Web might go through dozens of routers.

Normally, you will not need to worry about routers or what they are doing, but from time to time you might get a message that says "Network is unreachable." This can be due to the subnet mask being wrong, or you don't have a router on your network (it could be off-line.) In either case, your best option is to call your network administrator. And when you do, be honest and tell that person exactly what you were doing. (This is especially true if you were mucking about.) 
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