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WEB SITE FOR COMPUTER
ORGANIZATION AND
ARCHITECTURE

Sixth Edition

he Web site at WilliamStallings.com/COABe.himl provides sup-

port for instructors and students using the book. It includes the
following clements.

=
Course Support Materials
Sl

The course support materials include

o Copies of hgures from the book in PIF formal

* Copies of tables from the book in PDE [ormat

» A st of PowerPoint slides for use as lecture aids

s A set of PDF course notes suitable for student handout
or for use as viewgraphs

s Computer Science Student Resource Site: contains a number
of links and documents that students may find useful in their
ongoing computer science education, The site includes a review
of basic. relevant mathematies; advice on research, writing, and
doing homewaork prablems; links to computer science research
resources, such as report repositories and hibliographics; and
other useful links

s An errata sheet for the book, updated al most monthly

COA Courses

The COASe Web site includes links to Web sites for courses taught
using the book. These sites can provide useful ideas about sched-
uling and topic ordering, as well as a number of useful handouls
and other materials,



Useful Web Sites

The COAMe Web site includes links 1o relevant Web sites. The links
covel a broad spectrum of topics and will enable students to explore
timely issues in greater depth;

chj Internet Mailing List

An Internet mailing list is maintained so that instructors using this
hook can exchange information, sugeestions, and questions with
cach other and the author, Subscription information is provided at
the book’s Web site.

Simulation Tools for
COA Projects

I'he Web site includes links o the SimpleScalar and SMPCuache
Wb sites, These are two software packages that serve as frame-
works for project implementation. Each site includes downloadable
software and background information. See Appendix C for more
mformation.
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PREFACE

onjecTives =

This book is about the structure and function of computers. Its purpose is to
present, as clearly and completely as possible, the nature and characteristics
of medern-day computer systems. _

This task is challenging for several reasons. First, there is a tremendous
variety of products that can rightly claim the name of computer. from single-
chip microprocessors costing # few dollars 1o supercomputers casting tens of
millions of dollars. Variety is exhibited not only in cost, but in size, perfor-
mance, and application. Second, the rapid pace of change that has always
characterized computer technology continues with no fetup, These changes
cover all aspeets of computer technology, from the underlying inteprated cir-
cuit technology used to construct computer components, to the increasing
use of parallel organization concepls in combining those components.

In spite of the variety and pace of change in the computer field. certain
fundamental concepts apply consistently throughout, The application of
these concepts depends on the current state of the technology and the
price/performance objectives of the designer. The intent of this book is 1o
provide a thorough discussion of the fundamentals of computer organization
and archilecture and 1o relate these 1o contemporary design issues.

‘The subtitle suggests the theme and the approach taken in this book. It
has always been important to design computer systems to achieve high per-
formance, but never has this requirement been stronger or more difficult (o
satisfy than today. All of the basic performance characteristics of computer
systems, inciudi'ng processor speed, memory speed, memory capacity, and
interconnection data rates. are increasing rapidly. Moreover, they are
increasing at different rates. This makes it difficult to design a hatanced $¥5-
tem that maximizes the performance and utilization of all elements. Thus,
computer design inercasinply becomes a game of changing the stracture or
function in one area o compensate for a performance mismateh in another
area, We will see this pame played out in numerous design decisions through-
ot the book,




xvi

PREFALCE

A computer system, hke any systent, consists of an interrelated sel of compo-
nents. The svstem is best characterized in terms of structure—the way in which
components are interconnected—and function—the operation of the individual
components. Furthermore, a computer’s organization s hicrarchical, Each major
component can be further described by decomposing it into its major subcompoe-
nents and deseribing their structure and function. For clarity and case of under-
standing, this hierarchical organization is described in this book from the top down:

» Computer System: Major components are processor, memory, and 1O,

* Processor: Major components are control unit. registers, ALUL and instrue-
tion execution unit,

» Control Unit: Major components are control memory, microinstruction se-
guencing logic, and registers,

I'he objective is to present the material in a fashion that keeps new material
in a clear context. This should minimize the chance that the reader will get lost and
should provide better motivation than a bottom-up approach,

Throughout the discussion, aspects of the system are viewed [rom the pomts
of view of both architecture {those attributes of a system visible to a machine lan-
auage programmer} and organization (the operational units and their interconnee-
tions that realize the architecture),

EXAMPLE SYSTEMS

This book uses examples from a number of different machines to clarify and re-
inforce the concepts being presented. Many, but by no means all, of the examples
are drawn from two computer families: the Intel Pentium 4, and the IBMMotorola
Power PC. These two systems together encompass most of the current computer de-
sipn trends, The Pentium 4 is essentially a complex instruction set computer {C1SC)
with some RISC [eatures. while the PowerPC is essentially a reduced instruction set
computer (RISC). Both systems make use of superscalar design principles and both
support multiple processor confipurations,

AN OF THE TEXT

2

The book is organized into live parts:

Part One—Overview: This part provides a preview and context for the remain-
der of the book.

Part Two—The Computer System: A compuler system consists ol processor,
memory, and [0 modules, plus the interconnections among these major com-
ponents. With the exception of the processor, which is sufficiently complex 1o
be explored in Part Three, this part examines cach of these elements in turn.
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Part Three—The Central Processing Unit: The CPL consists of a control unit,
registers, the arithmetic and logic unit, the instruction execution unit, and the
interconnections among these components. Arvchilectural issues, such as instrue-
tron set design and data tyvpes, are covered, Part Three also looks at organiza-
tional issues, such as pipelining,

Part Four—The Conirol Unii: The contral unit is that part of the processor that
activates the various components of the processor. This part looks at the func-
tiening of the control unil and its implementation using microprogramming,
Part Five—Parallel Organization: This final part looks at some of the 1ssues
invelved o mulliple processor and vector processing organizalions,

The book also includes an extensive glossary, a hst of Trequently used acro-
nyvms, and a bibliography. Each chapier includes homework problems, review
questions, a list of key words, suggestions for further reading, and recommended
Web sites.

A more detailed. chapter-by-chapter summary of each part appears at the
beginning of that part.

INTENDED AUDIENCE

The book is intendad for both an academic and a professional andience. As a text-
book, it is intended as a ome- or two-semester undergraduate course [or computer
science, computer engineering, and electrical engineering majors. [ covers all the
topics in C5 226 Compurer Architectire, which is one of the core subject areas in the
HEEEACM Compurter Curricila 2060 [JTFOL].

For the professional interested in this field, the book serves as a basic reler-
ence volume and is suitable for self-study,

INTERNET SERVICES FOR INSTRUCTORS AND STUDENTS

There is & Web site for this book that provides support for students and instructors,
The site includes links to other relevant sites, copies of the figures and tables from
the book in PDF {(Adobe Acrobat) lformat, and sign-up information for the book’s
Internet mailing list. The Web page 1s al WilliamStallings.com/COAbe himl: see
the section, “Web Site for Computer Organization and Architecture, Sixth Edi-
tion™, preceding this Preface, for more information. An Internet mailing list has
been set up so that instructors using this book can exchange information, sug-
zestions, and questions with each other and with the author. As soon as lypos
or other errors are discovered, an errata list for this book will be available at
WilliamStallings.com. In addition, the Computer Science Student Resource site, al
WilliamStallings. com/StudentSupport. himl, provides documents, information, and
useful links for computer science students and professionals.
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PRLEFACE

PROJECTS FOR TEACHING COMPUTER ORGANIZATION

~ AND ARCHITECTURE

For many instructors, an important component of a computer organization and
architecture course is a project or set of projects by which the student gets hands-
on experience to reinforce concepts from the text, This hook provides an unparal-
leled degree of support for including a projects component in the course. The
instructor’s manual not only includes guidance on how to assign and structure the
projects, but also includes a set of suggested projects that covers a broad range ol
topics from the text

» Research projects: The manual includes a series of assiznments that instruel
the student to research a particular topic on the Web or in the Iiterature, and
wrile a reporl.

+ Simulation projects: The manual provides support for the use of the twosim-
nlation packages: SimpleScalar can be used to explore compuler orpanization
and architecture design issues, SMPCache provides a powerful educational
tool for examining cache design issues for symmetric mulliprocessors.

* Readingfreport assignments: The manual includes a list of papers in the liter-
alure. one or more for each chapter, that can be assigned for the student to
read and then write a short report,

See Appendix C for details,

WHAT’S NEW IN THE SIXTH EDITION

In the three years since the fifth edition of this book was publizshed, the field has
seen continued innovations and improvements. In this new edition, 1 try to capture
these changes while maintaining a broad and comprehensive coverage of the entire
ficld, To begin this process of revision, the fifth edition of this book was extensivily
reviewed by a number of professors who teach the subject. In addition, a number of
professionals working in the field reviewed individual chapters. The resull is that, in
many places, the narrative has been clarified and tightened, and illustrations have
been improved. Also, a number of new “licld-tested” problems have been added.
Beyond these refinements to improve pedagogy and user friendliness, there
have been substantive changes throughout the book, Roughly the same chapter
organization has been retained, but much of the material has been revised and new
material has been added. Some of the most noteworthy changes are the following:

s IA-64fltanium architecture: This new architecture includes such important
concepts as predicated execution and speculative loading. This edition [eatures
a chapter-length description and analysis,
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s Cache memory: Cache memory is @ central element in the design of high-
performiance processors, and cache design has become increasingly complex.
An entire chapter is devoted to this issue in the new cdition.

* Optical memaory: The material on optical memory has been expanded and
updated,

* Advanced DRAM architecture: More material has been added 1o cover this
topic, including an updated discussion of SDRAM and RDRAM.

* SMPs, clusters, and NUMA systems: The chapter on parallel organization has
been expanded and updated.

¢ Expanded instructor support: As mentioned previously, the book now pro-
vides exlensive support for projects. Support provided by the book Web site has
also been expanded,

This new edition has benelited from review by a number of people, who gave sen
erowsly of their time and expertise. The following people reviewed all or a large part
of the manuscript: Willis King (University of Houston), Alberl Heaney {California
state University), &, 5. Pandva (Florida Atlantic University}, Yaser Khalila (Uni-
versity of North Dakota), and Sanjeey Baskivar {Auburn University).

Thanks also to the many people who provided detailed technical reviews of
a single chapter: Nicole Kaiyan, Terje Mathisen, Daniel M. Pressel, Jelf Deilik, Bill
Todd. Charlie Cassidy, Andy Isaacson, Alex Potemkin, Michael Spratte, Hatem
Yassine, Grzegorz Mazur, Alan Lehotsky, Jonathan Hall, Sophie Wilson. Alan
Aldexander, David Vickers. Pete Smoot, and Frik Sclipman.

Professor Cindy Novris of Appalachian State University contributed some
homewaork problems.

Professor Miguel Angel Yega Rodrguce, Prol, Dr. Juan Manuel Sdnchez
Péree, and Prof. Dr. Juan Antonio Gomer Pulido, all of University of Extremadura,
Spain prepared the SMPCache problems in the instructors manual and authored
the SMPCache User’s Guide.

Podd Bezenek of the University of Wisconsin and James Stine of Lehigh Uni-
versity prepared the SimpleScalar problems in the instructors manual, and Todd
also authored the SimpleScalar User’s Guide,
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ONE

Overview

‘The purpose of Part One is to provide a background and context for the
remainder of this book. The fundamental concepts of computer organization
and architecture are presented.
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Chapter 1 Introduction

Chapter 1 introduces the concept of the computer as a hierarchical system.
A computer can be viewed as a structure of components and its function
described in terms of the colleetive function of its cooperating components.
Each component, in turn, can be described in terms of its internal structure
and function. The major levels of this hierarchical view are introduced. The
remainder of the book is orpamized. top down, using these levels,

Chapter 2 Computer Evolution and Performance

Chapter 2 serves two purposes, First, a discussion of the history of computer
technology is an easy and interesting way of being introduced to the basic
concepts of computer organization and architecture. The chapter also
addresses the technology trends that have made performance the focus of
computer system design and previews the various technigues and stratepies
that are used to achieve balanced, efficient performance.
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CHAPTER 1 / INTRODUCTION

1.1

Nhis book is about the structure and function of computers. Its purpose is to
present, as clearly and completely as possible, the nature and characteristics
“of modern-day computers. This task is a challenging one for lwo reasons.
First. there is a tremendous variety of products, from single-chip microcom-
puters costing a few dollars to supercomputers costing tens of millions of dellars,
that can rightly claim the name contputer. Variety is exhibited not only in cost, but
also in size, performance, and application. Second. the rapid pace of change that has
always characterized computer technology continues with no letup, These changes
cover all aspects of computer technology, from the underlying integrated cirewl
technology used to construet computer components to the increasing use of par-
allel organization concepts in combining those components.

In spite of the variety and pace of change in the computer field, certain funda-
mental concepts apply consistently throughout, To be sure, the application of these
concepts depends on the current state of technology and the price/performance
objectives of the designer. The intent of this book is to provide a thorough discus-
sion of the fundamentals of computer organization and architecture and to relate
these to comtemporary computer design issues. This chapter introduces the descrip-
tive approach to be taken and provides an overview ol the remainder of the book,

_ ORGANIZATION AND ARCHITECTURE

In deseribing computers, a distinction is often made between conpder architectiire
and comptiter organization. Although it is difficult to give precise delinitions for
these terms, 4 consensus exists about the peneral areas covered by cach {e.g., see
[VRANSU|. [SIEWS2], and [BELL7Sal).

Computer architecture refers to those attributes of a system visible to a pro-
srammer or, put another way. those attributes that have a direct impact on the log-
ical execution of a program. Computer organization refers to the operational Lnits

and their interconnections that realize the architectural specilications. Examples of

architectural attributes include the instruction set. the number of bits used to rep-
resent various data types (e.g., numbers, characters), 1/0 mechanisms, and tech-
nigues for addressing memory, Organizational attributes include those hardware
details transparent to the programmer, such as control signals, interfaces between
the computer and peripherals, and the memory technology used,

As an example, it is an architectural design issue whether a computer will have
a multiply instruction. It is an organizational issuc whether that instruction will be
implemented by a special multiply unit or by a mechanism that makes repeated use
of the add unit of the system. The organizational decision may be based on the antic-
ipated frequency of use of the multiply instruetion, the relative speed of the two
approaches, and the cost and physical size of a special multiply unit,

Historically, and still today. the distinction between architecture and organi-
zation has been an important one, Many computer manufacturers offer a Family of
computer models, all with the same architecture but with dilferences in organiza-
tion. Consequently, the different models in the family have different price and per-
formance characteristics. Furthermore, a particular architecture may span many
vears and encompass a number of different computer models, its erganization

A — ey . &
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changing with changing technology. A prominent example of both these phenom-
ena is the IBM System/370 architecture. This architecture was first introduced in
1970 and included a number of models. The customer with modest requirements
could buy a cheaper, slower model and, if demand increased. later upgrade to a
more expensive, faster model without having to abandon software that had already
been developed, Over the vears, IBM has introduced many new models with
improved technology to replace older models, offering the customer greater speed,
lower cost, or both. These newer models retained the same architecture so that the
customer's soltware investment was protected. Remarkably, the System/370 archi-
tecture, with 4 few enhancements, has survived to this day as the architecture of
IBM’s mainframe product line.

In a class of compulers called microcomputers, the relationship between archi-
tecture and organization is very close. Changes in technology not only influence
organization but also result in the introduction of more powerful and more complex
architectures. Generally, there is less of a requirement for generation-to-generation
compatibility for these smaller machines. Thus. there is more interplay between
organizational and architectural design decisions. An intriguing example of this is
the reduced instruction set computer {RISC). which we examine in Chapter 12,

This book examines both computer organization and computer architeciure.
The emphasis is perhaps more on the side of organization, However, because a com-
puter organization must be designed to implement a particular architectural speci-
fication, a thorough treatment of organization requires a detailed examination of
architecture as well.

STRUCTURE AND FUNCTION

A computer is a complex system; contemporary computers contain millions of ele-
mentary electronic components. How, then. can one clearly describe them? The key
Is to recognize the hierarchical nature of most complex systems, including the com-
puter [SIMOBY], A hierarchical svstem is a set of interrelated subsystems, each of
the latter, in turn, hierarchical in structure until we reach some lowest level of ele-
mentary subsystem,

The hierarchical nature of complex systems is essential to both their design
and their description. The designer need only deal with a particular level of the
system at a time. At cach level, the system consists of a set of components and
their interrelationships. The behavior at each level depends only on a simplified.
abstracted characterization of the system at the next lower level. At cach level, the
designer is concerned with structure and function:

* Structure: The way in which the components are interrelated
* Function: The operation of each individual component as part of the structure

[n terms of description, we have two choices: starting at the bottom and build-
ing up to a complete deseription, or beginning with a top view and decomposing the
system into its subparts, Evidence from a number of fields suggests that the top-
down approach is the clearest and most effective [WEIN73],
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The approach taken in this book follows from this viewpoint. The computer
systemn will be described from the top down. We begin with the major companents
of a computer, describing their structure and function, and proceed Lo successively
lower layers of the hierarchy. The remainder of this section provides a very briet
overview of this plan ol attack.

Function ]
Both the structure and functioning of a computer are, in essence, simple. Figure f
1.1 depicts the basic functions that a computer can perform. In general terms. there

are only four: ]

* Data processing
s [Dala storage

# [Data movement
s (Control

Operating environment
isouree and destination of data)

Figure 1.1 A Functional Yiew al the Compuier
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The computer, of course. must be able to process date, The data may take
# wide variety of forms, and the range of processing requirements is broad, How-
ever, we shall see that there are only a few fundamental methods or types of data
processing.

It is also essential that a computer store datw. Bven if the computer is pro-
cessing data on the fly (ie.. data come in and get processed, and the results go out
immediately), the computer must temporarily store at least those pieces of data
that are being worked on at any given moment. Thus, there is at least a short-term
data storage function. Egually important, the computer performs a long-term data
storage [unction, Files of data are stored on the computer for subsequent retrieval
and update.

The computer musl be able to meve data between itself and the outside world,
The computer’s operating environment consists of devices that serve as cither
sources or destinations of data. When data are received from or delivered to
a device that is direetly connected to the computer, the process 1s known as fnpai-
erttpur (1O} and the deviee is relerred to as a peripheral When data are moved
over longer distances, to or from a remote device, the process is known as data
COMINIRECain,

Finally, there must be comteaf of these three functions. Ultimately, this control
is exercised by the individual{s) who provides the computer with instructions.
Within the computer, a control unit manages the compuler’s resources and orches-
triates the performance of its functional parts in vesponse to those instructions,

AL this general level of discussion, the number of possible operations that can
be performed s few, Figure 1.2 depicts the four possible types of operations. The
computer can function as a data movement device (Figure 1.2a), simply transferring
data from one peripheral or communications line to another. It can also function as
a data storage device (Figure 1.2h}, with data (ransferred from the external envi-
ronment to compuler storage (read) and vice versa (write). The final two diagrams
show operations invelving data processing, on data either in storage (Figure 1.2¢)
or en roule between storage and the external enviromment (Figure 1.2d).

The preceding discussion may seem absurdly peneralized. It is certainly possi-
ble, even at a top level of computer structure, to differentiate a variety of functions,
but, to quote [SIEWHZ],

There is remarkably little shaping of computer structure to fit the function to be
performed. Al the root of this lies the peneral-purpose nature of compulers, in
which all the functional specialization ocours at the time of programming and not
at the time ol design.

Structure

Figure 1.3 is the simplest possible depiction of a computer, The computer interacts
in some fashion with its external environment, In general, all of its linkages to the
external environment can be classified as peripheral devices or communicalion lines.,
We will have something to say aboul both types of linkages.

But of greater concern in this book is the internal structure of the computer
itsell, which is shown at a top level in Figure 1.4, There are Tour main structural
COTPONENLS:
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Storage

fal

Storage

)

Figure 1.2 Possible Computer Operations

(h)

{d}

Control

Processing

sy —
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COMPUTER

* Btorage
* Processing

Figure 1.3 The Computer

* Central processing unit {CPU): Controls the operation of the cormpuler and
performs its data processing lunctions: often simply referred to as [HEGCERTOT

* Main memory: Stores data

* 1/0; Moves data between the computer and its external environment

* System inferconnection: Some mechanism that provides for communication
amomg CPLL main memory, and 170

There may be one or more of each of the aforementioned components. Tri-
ditionally, there has been just a single CPUL In recent vears, there has been increas-
ing use of multiple processors in a single computer. Some design issues relating to
multiple processors crop up and are discussed as the text proceeds: Part Five focuses
on such computers.

Each of these components will be examined in some detail in Part Two, How-
ever, for our purposes, the mosi interesting and in some ways the most complex
compament s the CPLY its structure is depicted in Figure 1.5, ts major structural
components are as follows:

* Control unit: Controls the operation of the CPU and hence the computer

* Arithmetic and logic unit (ALU): Performs the compuler’s data processing
functions

¢ Registers: Provides storage internal to the CPU

* CPU interconnection; Some mechanism thal provides for communication
among the control unit, ALU, and registers

Each of these components will be examined in some detail in Part Three, where we
will see that complexity is added by the use of parallel and pipelined organizational
techniques. Finally. there are several approaches to the implementation of the con-
trol unit, but the most commaon is a sricroprogrammed implementation. In essence,
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1.3

COMIPUTER

Syslem
interconnection

Figare 1.4 The Computer: Top-Level Structure

a microprogrammed control unit operates by executing microinstructions that define
the functionality of the control unit. With this approach, the structure of the control
unit can be depicted as in Figure 1.6, This structure will be examined in Part Four.

WHY STUDY COMPUTER ORGANIZATION
AND ARCHITECTURE? _ '

The IEEEACM Computer Curricwla 2007 [ITFO1], prepared by the Joint Task
Force on Computing Curricula of the IEEE (Institute of Electrical and Electronics
Engineers) Computer Society and ACM {Association for Computing Muchinery ),
lists computer architecture as one of the core subjects that should be in the curricu-
lum of all students in compuler science and computer engineering. The report says
the following:
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The computer lies al the heart of computing, Without it most of the computing
disciplines touay would be a branch of theoretical mathematics. To he a prafes-
stomal inany fiehd of computing today. one should not regard the computer as just
a black box that executes programs by magic, All students of computing should
acquire some understanding and appreciation of a computer svstem's Tunctional
camponents. their characteristics, their performance, and their interactions,
There are practical implications as well. Studemts need (o understand computer
architecture in order to structure o program se that it rans more efficiently on a
real machine. Inselecting a svstem o use, they should 1o able 1o understand the
tradeoll among various components, such as CPU clock speed ve, memary size.

[CLEMO0| gives the following examples as reasons for studying computer
architecture:

Figure 1.5 The Central Processing Unit {CPLT}
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1.

Control unil
registers and
decoders

Figure L6 The Control Ulnil

Suppose a graduate enters the industry and is asked to select the most cost-
effective computer for use throughout a large organization. An understanding
ol the implications of spending more for various alternatives. such as a larger
cache or a higher processor clock rate, 1s essential to making the decision.
Many processors are not used in PCs or servers but in embedded systems. A
designer may program a processor in C that is embedded in some real-time or
larger system, such as an intelligent automohile electronics controller. Debug-
aing the system may reguire the use ol a logic analyzer that displays the rela-
tionship between interrupt requests from engine sensors and machine-level code,
Concepts used in computer architecture find application in other courses. In
particular. the way in which the computer provides architeetu ral support Lor
programming languages and operating system facilities reinforces concepts
from those arcas.
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As can be seen by perusing the table of contents of this hoaok. computer orga-
nization and architecture encompasses a broad range of design issues and concepls,
A good overall understanding of these concepts will be useful both in other areas of
study and in future work after graduation,

OUTLINE OF THE BOOK

The book is organized into five parts:

Parl One; Provides an overview of commputer organization and architecture anid
looks at how computer design has evolved.

Part Two:  Examines the major components of a computer and their intercon-
nections, both with each other and the outside world, This part also
includes a detailed discussion of internal and external memory, and of
IO, Finally, the relationship between a computer's architecture and
the operating svsiem running on that architecture is examined,

Part Three:  Examines the internal architecture and organization of the processor.
This part begins with an extended discussion of computer arithmetic,
'hen we look at the instruction set architecture. The remainder of the
parl deals with the structure and function of the rocessor. including
a discussion of RISC and superscalar approaches. as well as a detailed
look at the TA-64 architecture,

Part Fowr:  Discusses the internal structure of the processor’s control unit and the
use of microprogramming,

Part Five:  Deals with paralle] organization, inc) uding symmetric multiprocessing
and clusters.

INTERNET AND WEB RESOURCES

There are a number of resources available on the Internet and the Web to support
this book and to help one keep up with developments in this feld,

Web Sites for This Book

A special Web page has been set up for this book at WilliamStallings.com/ COA6e, himl.
See the two-page lavout at the beginning of this book for a detailed description of
that site,

An errata list for this book will be maintained at the Web site and updated as
needed. Please e-mail any errors that you spol to me. Errata sheets for my other
books are al WilliamStallings.com.

L also maintain the Computer Science Student Resource Site, at
Wi]]jmnSlniiingﬁ.cum:‘ﬁtudunl!ﬁuppurl.hlml: the purpose of this site is to provide
documents, information, and useful links for computer scicnee students and profes-
stonals, Links are organized into four calegories:



14 CHAPTER 1 / INTRODUCTION

s Math: Includes a basic math refresher, a queuing analysis primer. a number
system primer, and links to useful math Web sites

« How-to: Advice and guidance for solving homework problems, writing tech-
nical reports, and preparing technical presentations

« Research resources: Links to important collections of papers, technical reports,
and bibliographics

« Miscellaneous: A variety of useful documents and links

Other Web Sites

There are numerous Web sites that provide information related 1o the topies of this
book. In subsequent chapters, pointers to specific Web sites can be found in the
“Recommended Reading and Web Sites” section. Because the URLs for Web sites
tend to change [requently, T have not included these in the book. For all of the Weh
sites listed in the book. the appropriate link can be found at this book’s Web site,
Other links will be added when appropriate.

; |
7 The following are Web sites of general interest related to computer orga-
nization and archifecture:

« WWW Computer Architecture Home Page: A comprehensive index to infor-
mation relevant to computer architecture researchers, including architecture
sroups and projects, technical organizations, literature, employment, ang com-
mercial information

e CPU Info Center: Information on specific processors, including technical
papers. product information, and lalesl announcements

« ACM Special Interest Group on Computer Architecture: Information on
SIGARCH activities and publications

« IEEE Technical Committee on Computer Architecture: Copies of TCAA
newslelier

USENET Newsgroups

A number of USENET newsgroups are devoted Lo some aspect of computer orga-
mization and architecture, As with virtually all USENET groups, there is a high
noise to signal ratio, but it is worth experimenting to see if any meet your needs, The
most relevant are as follows:

e comp.arch.: A general newsgroup for discussion of computer architecture,
Often quite good.

« comp.arch.arithmetic: Discusses computer arithmetic algorithms and standards.

» comp.arch.storage: Discussion ranges from products to technology to practi-
cal usage issues.

= comp.parallel: Discusses parallel computers and applications,
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a1

KEY POINTS

& The evolution of computers has been characterized by increasing processor
speed, decreasing component size, increasing memory size, and inereasing 1O
capacity and speed. !

& Ome factor responsible for the great increase in processor prEd is the shrink-
ing size of microprocessor components; this reduces the distance between
components and hence increases speed, However, the true gains in speed in
recent years have come from the organization of the processor, including
heavy use of pipelining and parallel execution techniques and the use of spec-
ulative execution techniques, which results in the tentative execution of future
instructions that might be needed. All of these techniques are designed to
keep the processor busy as much of the time as possible.

& Acritical issue in computer system design is balancing the performance of the
various elements, so that pains in performance in one area are not handi-
capped by a lag in other areas. In particular. processor speed has increased
more rapidly than memory access time. A variety of techniques is used 1o com-
pensate for this mismatch, including caches, wider data pa’fht- from memory
pmceasm‘ and more mte]hgent 111Lm0r}' chips.

e begin our study of computers with a briet history, This history is itsell
: inter esting and also serves the purpose of providing an overview of com-
“puter structure and funchion. Next, we address the 1ssue of per formance.,
A consideration of the need for balanced utilization of computer resources provides
a context that is useful throughout the book. Finally, we look briclly at the evolu-
tion of the twi svstems that serve as key examples throughout the book: Pentium
aned PowerPC,

A BRIEF HISTORY OF COMPUTERS

The First Generation: Vacuum Tubes
ENIAC

The ENIAC (Electronic Numerical Integrator And Computer), designed by
and constructed under the supervision of John Mauchly and John Presper Eckert
al the University of Pennsylvania, was the world's first general-purpose electronic
digital computer,

The project was a response to ULS. wartime needs during World War 11 The
Army's Ballistics Research Laboratory (BRL), an agency responsible for develop-
ing range and trajectory tables for new weapons, was having difficulty supplving
these tables accurately and within a reasonable time frame, Without these firing
tables, the new weapons and artillery were useless to gunners, The BRL employed
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more than 200 people who, using desktop caleulators, solved the necessary ballistics
equations. Preparation of the tables for a single weapon would take one person
many hours, even days.

Mauchly, a professor of electrical engineering at the University of Pennsyl-
vania, and Eckert, one of his graduate students, proposed to build a general-purpose
computer using vacuum tubes for the BRL's application. In 1943, the Army
accepled this proposal, and work began on the ENTAC. The resulting machine was
enormous, weighing 30 tons, occupying 1500 square feet of floor space, and con-
taining more than 15,000 vacuum tubes. When operating, it consumed 140 kilowalts
of power. It was also substantially faster than any clectromechanical computer,
being capable of 5000 additions per second.

The ENTAC was a decimal rather than a binary machine. That is. numbers
were represented in decimal form and arithmetic was performed in the decimal
system. Its memory consisted of 20 “accumulators.” cach capable of holding a 10-digit
decimal number. A ring of 10 vacuum tubes represented each digit. Al any time,
only one vacuum tube was in the ON state, representing one of the 10 digits, The
major drawback of the ENTAC was that it had 1o be programmed manually by set-
ting switches and plugging and unplugging cables.

The ENTAC was completed in 1946, too late to be used in the war effort,
Instead. its first task was to perform a series of complex calculations that were used
to help determine the [easibility of the hydrogen bomb. The use of the ENTAC for
a purpose other than that for which it was built demoenstrated s general-purpose
nature. The ENIAC continued to operate under BRL management until 1953, when
it was disassembled.

The von Neumann Machine

The task of entering and altering programs for the ENIAC was extremely
tedious. The programming process could be facilitated if the program could be rep-
resented in a form suitable for storing in memory alongside the data. Then, a com-
puter could get its instructions by reading them rom memory, and a program could
be set or altered by setting the values of a portion of memory.

This idea, known as the siored-program concepd, is usually aliributed to the
ENIAC designers, most notably the mathematician John von Neumann, who was a
consultant on the ENIAC project. Alan Turing developed the idea at about the
same time. The first publication of the idea was in a 1943 proposal by von Neumann
for a new computer, the EDVAC (Electronic Discrete Variable Computer),

In 1946, von Meumann and his collcagues bepan the desien of a new stored-
program computer, referred to as the TAS compulter, at the Princeton Institute for
Advanced Studies. The IAS computer, although not completed until 1952, is the
prototype ol all subsequent gunl_'l'zll-]mr'rmst: COMmpPUiers,

Figure 2.1 shows the general structure of the IAS computer, It consists of the
following:

= A main memory. which stores both data and instructions

* An arithmetic and logic unit (ALU) capable of operating on binary data

* A control unit, which interprets the instructions in memory and causes them
to be cxecuted

* Inpul and output (PO} cquipment operated by the cantrol unit
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Central processing unit (CPL)

This structure was outlined in von Neumann’s arlier proposal, which 15 worth
quoting at this point [VONN43):

3.2 First: Because the device is primarily a computer, it will have o perform the
clementary operations of anthmelic most frequently, These are addition, subtraction,
multiplication and division. Itis therefore reasonable that it should contain specialized
orpans for just these eperations.

It must be abserved, however, that while this principle as such is prabably sound,
the specilic way in which it is realized requires close scrutiny, . .. AL any rate a central
arithiesical part of the device will probably have 1o exist and this constitutes dhe first
specific pave: CA.

2.3 Second: The logical control of the device, that is, the proper sequencing of
its operalions, can he most elliciently carried out by a central control organ. If the
device is Lo be elastic, that is, as nearly as possible alf purpose, then a distinction must
be made between the specific instructions given for and defining a particular prob-
lem. and the general control organs which see to it that these instructions—no mal-
ter what they are—are carried out. The former must be stored in some way; the latter
are represented by definite operating parts af the device, By the ceneal control we
mean this latter function only, and the organs which perform it form the second spe-
cific pare CC

2.4 Third: Any device which is o carry out long and complicated scquences of
aperations (specifically of caleulaions) must have a considerable memory . ..

{h) The instructions which govern a comphicated prohlem may constitute con-
siderable material, particularly so, if the code is circumstantial (which it is in most
arrangements), This material must be remermbercd | .

Al any rate, the tolal premory constitutes the third specific part of the device: M.

26 The three specitic parts CA, CC (together C). and M correspond 1o the mase-
crarive neurons in the human nervous system. It remains Lo discuss the equivalents of
the sensory or afferent and the seoter or effereni nEdrans. These are the inpeed and ol
g organs of the device ..
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The device must be endowed with the ability 1o maintain input and cutput {sen-
sory and motor) contact with some specific medinm of this tvpe. The medium will be
cilled the surside recording medin of the device: 7.

27 Fourth: The device must have orpans to transfer . . information from B into
ils specific parts C and M, These organs form its fegucd, the ootk specific pare: £ 10will
be seen that it is best o make all transfers from B by 1) indo M oand never dircectly
fromC ...

: 2.8 Fillth: The device must have organs 1o transfer .. rom ils specitic parts © and
M ointo B These organs torm its cepr, the fifth specific pars € 10 will be seen that it
is dgain best 1o make all transfers from M thy O) into R, and never dircethy from C.

With rare exceptions, all of today’s computers have this same general struc-
ture and function and arc thus referred to as von Newmann machines, Thus, it is
warthwhile at this point to describe briefly the operation of the [AS computer
[BURK4a]. Following [HAYE). the terminology and notation of von Neumann
dre changed in the [ollowing to conform more closely 1o modern usage; the exam-
ples and illustrations accompanying this discussion are based on that latter text,

The memory of the LAS consists of 1000 storage locations, called words, of 40
Pinary digits {bits) cach. Both data and instructions are stored there. Hence, num-
bers must be represented in binary form, and each instruction also has to be a binary
code, Figure 2.2 illustrates these formats. Fach number is represented by a sign bil
and a 3Y-bit value, A word may also contain two 20-bit instructions, with each
mnstruction consisting of an 8-bil operation code {opeode) specilving the operation
to be performed and a 12-bit address designating one of the words in memory (num-
bered from 6 Lo Y99},

The control unit operates the TAS by fetching instructions from memeory and
excculing them one at a time. o explain this. a more detailed structure diagram is
needed, as indicated in Figure 2.5, This figure reveals that both the control unit and
the ALL contain storage locations, called registers, defined as follows:

01 30
Sign hit 1) Number word
Left instruction Right instruction
— . —

8

—— -'h—-—-'-yd—-—-—._-"-—
Opede Address Opcode Address

() Instruction word

Figure 2.2 [AS Memory Formats
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Figure 2.3 Expanded Structure of LAS Computer

* Memory bulfer register (MBR): Contains a word Lo he stored in memory, or
is used to receive a word from memory,

= Memory address register (MAR): Specifies the address in memory of the word
Lo be written from or read into the MBR,

= Instruction register (IR): Contains the 8-bit opeode instruction being executed.

s Instruction buffer register (IBR): Employved to hold temporarily the right-
hand instruction rom a word in memaory,

s Program Counter (PC): Contains the address of the next instruction-pair Lo be
fetched from memory.
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* Accumulator (AC) and multiplier quotient {(MQ): Employed to hold tem-
porarily operands and results of ALLI operations. For example. the result of
multiplving two 40-bit numbers is an 80-bit number: the most significant 40 bits
are stored in the AC and the least significant in the M.

The TAS operates by repetitively performing an instruction evele, as shown in
Figure 2.4. Each instruction cvele consists of two subeveles. During the fereh evele,
the opcode of the next instruction is loaded into the IR and the address portion
i5 loaded into the MAR, This instruction may be taken from the IBR, or it can
be obtaimed from memaory by loading 4 word into the MBR. and then down to the 1BR,
IR, and MAR,

\\Mm—mj

——

MBE — MiMAR)

Is next
instruction

Fetch
cycle

Mo

mstruction |
IR, « MBE (0:7)
; ~ MBR (28,39 ire
MAR « IBR (819)| | MAR « MBR (28:3%) quired? MAR « MER (8:19)
I __1r

T ,

Decode instruction in IR

IR « IBR ((1:7) ‘ IR « MBR {20:27)

'y AC — M{X} Goto M{X, 0:19) I AC = 0 then AL = AC + M[X)

g0 to MI{)& Ik I‘JV\

Execution e W‘\
2

cycle
: ST - ITR——
MER « M{MAR) | | PC & MAR | I MBRE +— MIMAR)
AC «— MER AT« AC + MER

_____ {

A

M{X} = contents of memory location whose address is X
X0 ¥) = bits X through ¥

Figure 2.4 Partial Flowchart of [AS Operation
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Why the indirection? These operations are controlled by electronic circuitry
and result in the use of data paths, To simplify the electronics, there isonly one reg-
ister that is used to specify the address in memory for a read or write, and only one
register Lo be used for the source or destination.

Omnee the opeode is in the IR, the execure cycle is performed. Control circuitry
interprets the opeode and executes the instruction by sending oul the appropriate con-
trol signals to cause data to be moved or an operation to be performed by the ALL.

The 1AS computer had a total of 21 instructions, which are listed in Table 2.1,
These can he grouped as [ollows:

s Data transfer: Move data between memory and ALU registers or between wi
ALL registers.

» Unconditional branch: Normally, the control unit executes instruclions i se-
quence from memory. This sequence can be changed by a branch instruction.
This facilitates repetitive operations,

« Conditional branch: The branch can be made dependent on a condition. thus
allowing decizsion points,

s Arithmetic: Operations performed by the ALLL

« Address modify: Permits addresses to be computed in the ALLI and then
inserted into instructions stored in memory. This allows a program consider-
able addressing Nexibility.

Table 2.1 presents instructions in a symbolic, easy-to-read form. Actually, cach
instruction must conform to the formatl of Figure 2.2b. The opode portion (first
8 hits) specifies which of the 21 instructions is to be execuled, The address portion
{remaining 12 bits) specifies which of the 1R} memory locations 1s to he invoelved
in the execution of the instruction.

Fipure 2.4 shows several examples of instruction execution by the control unit.
Note that each operation requires several sleps. Some ol these are quite elaborate.
The multiplication operation requires 39 suboperations, one for cach bl position
except that of the sign bit!

Commercial Computers

The 1950s saw the birth of the computer industry with two companics, SperTy
and 1BM, dominating the marketplace.

In 1947, Fckert and Mauchly formed the Eckert-Mauchly Computer Corpo-
ration to manufacture computers commercially, Their first successful machine was
the UNIVAC I (Universal Automatic Compuler), which was commissioned by the
Burcau of the Census for the 1950 caleulations. The Eckert-Mauchly Computer Cor-
poration became part of the UNIVAC division of Sperry-Rand Corporation, which
wenl on to build a series of successor machines.

The UNIVAC | was the first successful commereial computer, It was intended.
as the name implies, for both saientific and commercial applications. The firs! paper
describing the system histed matrix algebraic computations, statistical problems,
premium billings for a life insurance company, and lagistical problems as a sample
of the tasks it could perform.




2.1 /A BRITE HISTORY OF COMPUTERS 23

Table 2.1 The 1AS Instruction Sct

Instruction
Type Opeode

|J-FI|.H transler (AN RN
IEA T
CRELCEICHT]
LI |
(R IETRINN]
A

S0 (0

Linconditional QR0 10]
branch

AR

Conditional
hranch

PRI 1L

I

RN
IR
OO 141

Aoithmetic

CHOC L 00

IEHTNN]

AT Lo
CICRTTERL (R

(AT

Address modity |x|m-:|mr{

fEapony] |

Syvmhbalic
Representation

[Drescription

LOAD MO
LOAD MOMX)
STOR MiX}
LOAD MiX)
LOAD - M{X]
LOAD MiX

LOATY - MK

Transler contents of register MO 10
the accumulator A

Pramaler contenes ol memary lecition
X o A0

Pransier comtents of aecumulate to
memory lncation X

Transfer MOX 11 the accumulaton

Transter —MIX ) tothe sccumulator

Transler absolule value ol MiX] 1o
the aceumuluator

Transter —IMIXY e the accumulztor

JUINIE MR

JUIMP MUK 20039

Take next instruetion from left hall of
MK
Talie next mstruction lrom right halt of

MiX)

JUMIP 4+ M0

JUAP- M X 2003

I pumber mn the aceumulator is
monnegative, teke next msraction
Tromn Left hall of MiX}

I umber in the accumulator s
nonnegative, ke next mstraction
frovm right halt of M{X)

ADD M{X)
AL M
SURMIX)
SUIE IMEX)

RALTL WIEX0

DIV M0
L&H

FsH

Add MEXT o ACT pul the resultim AC

Al IMEN fo ACS puat the result i AC

Subiract MK from ACT puet the resuli
in Ad

subtract MOCH Mrom AC: pul the
remainder in AC

Multiply M{X) by MOE put st
stgmificant bits of resull in AC, put
lesstatgnificant Bits i MO

Phvide A€ by MOXY put the goolicit
in MO and the remainder in AC

Multply accumulator by 2 {ie.. shilt
lelt e bl position)

Divide accumulator by 2 {ie., shill
right cne positien’

STOR MMUX B L)

STOHR MK 2R3

Replice ler address ficld ot MiX} by
12 right-maost hits of AC

Replace right addeess fetd an M0 by
[2 right-mist bits ol A

The UNIVAC LI, which had greater memory capacity and higher performance
than the UUNIVAC I, was delivered in the late 19505 and illustrates several trends
that have remained characteristic of the computer industry. First, advances in tech-
nology allew companies to continue to build larger, more powerful computers. Sce-
ond, cach company tries to make its new machines upward comparible with the older
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machines. This means that the programs written for the older machines can be exe-
cuted on the new machine. This strategy is adopted in the hopes of retaining the
customer hase: that is, when a customer decides to buy a newer machine, he or she
is likely to get it from the same company to avoid losing the investment in programs.

The UNIVAC division also bepan development of the 1 [0M) series of comput-
ors. which was to be its major source of revenue, This series lustrates a distinetion
that existed at one time. The first model, the UNIVAC 1103, and its suceessors for
many years were primarily intended lor scien tific applications, involving long and
complex calculations. Other companies concentrated on business applications,
which involved processing large amounts of text data. This split has largely dis-
appeared. but it was evident for a number of years,

[BA, which was then the major manufacturer of punched-card processing
equipment, delivered its first electronic stoted-program computer, the 701, in 1953,
The 701 was intended primarily for scientific applications [BASHE1]. In 1955,
IBM introduced the companion 702 product, which had a number of hardware [ea-
tures that suited it to business applications. These were the first of a long series of
FHT000 computers that established 1BM as the overwhelmingly deminant com-
puter manufacturer,

The Second Generation: Transistors

The first major change in the electronic computer came with the replacement ol the
vacuum tube by the transistor, The transistor is smaller, cheaper, and dissipates less
heat than o vacuum tube but can be used in the same way as 8 Vacul tube o con-
struct computers, Unlike the vacuum tube, which requires wires. metal plates. a
glass capsule, and a vacuum, the transistor is a sedid-siate device, made from silicon.

The transistor was invented at Bell Labs in 1947 and by the 19505 had launched
an electronic revolution. 1t was not until the late 1950s, hierwever, that fully transisto-
rized computers were commercially available. IBM again was not the first comyprany
to deliver the new technology, NCR and, more successfully, ROA woere the [ront-run-
ners with some small transistor machines. IBM followed shortly with the TUHND series.

The use of the transistor defines the second generation of computers. [t has become
widely accepted to classily computers into generations based on the fundamental hard-
ware technology employed (Table 2.2}, Each new generation is characterized by greater
processing performance, larger memory capacity, and smaller size Lhan the previous one.

Tahle 2.2 Computer Generations

Approximate Typical Speed
Generation Drates Technology  (operations per secomid)
1 19401937 Wacuum e AU
2 1958 054 Transiakar R AREAIN
4 19651971 Simall- and (R ANEHS]

medinm-scale
mlegration

4 19721977 Larpe-scale 41 LRI
INLegranon
5 L4975 Very-large-scale T 0

mtegration
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But there are oiher changes as well, The second generation saw the mtroduc-
tion of more complex arithmetic and logic units and control units, the use of high-level
programming languages, and the provision of susien seftware with the comiputer,

‘Lhe second peneration is noteworthy also for the appearance of the Digital
Equipment Corporation (DEC). DEC was founded in 1957 and. in that vear, deliv-
cred itz first computer, the PDP-1. This computer and this company began the mini-
compuler phenomenon thal would become so prominent in the third generation,

The IBM 7094

From the introduction of the 700 series in 1952 1o the introduction of the last
member of the 7000 series in 1964, this IBM product line underwent an evolution
that is typical of computer products. Successive members of the product line show
mereased performance, increased capacity, andior lower cost.

Table 2.3 illustrates this trend, The size of main memory, in multiples of 2™
36-bit words, grew from 2K (1K = 27 10 32K words, while the time to ACCEss One
word of memory, the smemory cvele time. fell from 30 ps to 1.4 s, The number of
opeodes grew from a modest 24 (o 185,

The final column indicates the relative exceution speed of the central pro-
cessing unit (CPLY), Speed improvements are achieved by improved electronics
{c.g., & transistor implementation is faster than a vacuum (ube implementation ) and
more complex circuitry. Forexample, the IBM 7094 includes an Instruction Backup
Register, used to buffer the next instruction. The control unit fetches twor adjacent
words from memaory for an instruction fetch, Except lor the occurrence of a branch-
ing instruction, which is typically infrequent, this means that the control unit has o
dccess memory tor an instruction on only half the instruction eycles, This prefetch-
ing significantly reduces the average instruetion cyele fime,

The remainder of the columns of Table 2.3 will become clear as the text proceeds,

Figure 2.5 shows a large (many peripherals) configuration for an 1BM 7094,
which is representative of second-generation computers [BELLT1al. Several dif-
ferences from the 1AS computer are worth noting. The most important of these is
the use of dato channels. A data channel is an independent KO module with its own
processor and its own instruction set. In a computer system with such devices, the
CPU does not execute detailed 1O instructions. Such instructions are stored in
main memory to be exccuted by a special-purpose processor in the data channel
itsell. The CPLU initiates an 1YO transfer by sending a control signal 1o the data
channel. instructing it to execule a sequence of instructions in memory, The data
channel performs its task independently of the CPU and signals the CPU when the
operation is complete, This arrangement relieves the CPU of a considerable proe-
cessing burden.

Another new feature is the mudiiplexor, which is the central termination it
for data channels, the CPU, and memory. The multiplexor schedules access to the
memory from the CPU and data channels, allowing these devices to act independently.

The Third Generation: Integrated Circuits

A single, self-contained transistor is called a divcrete compaorent. Throughout the
19505 and early 196k, electronic equipment was composed largely of discrete com-
ponents—iransislors, resistors, capacitors, and so on. Diserete components were
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Figure 2.5 An IBM 7094 Conliguration

manulaciured .*u_'p'r:r;ilr_']:,', packaped in their own containers, and soldered or wired
together onto masonite-like circuit boards, which were then installed in computers,
oscilloscopes, and other electronic equipment, Whenever an electronic device called
For a transistor, a litte tube of metal containing a pinhead-sized piece of silicon had
1o be soldered o a ciccuit board. The entire manulacturing process. [rom ransistor
to circuit board, was expensive and cumbersome.

These facts of life were beginning to create problems in the computer industry,
Early sccond-generation computers contained about 10000 transistors, This ligure
grew 1o the hundreds of thousands, making the manulacture of newer, more power-
ful machines increasingly difficult.

In 1438 came the achievement that revolutionized electronics and started the
era of microelectromes: the invention of the meprated circuit. I is the integrated
cireuit that defines the third generation of computers. In this section we provide a
briel introduction to the technology of integrated circoits, Then we look at perhaps
the twio most importan! members of the third generation, bath of which were intro-
duced at the beginning of that cra; the 1BM System3ol) and the DEC PDP-§,

Microclectronics

hicroelectronics means, literally, “small electronics.” Since the beginnings of
digital electronics and the computer industry, there has been a persistent and con-
sistent trend tovward the reduction in size of digital electronic circuits. Belore exam-
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ining the implications and benefits of this trend, we need Lo say something about the
nature of digital electronics. A more detailed discussion is found in Appendiz A,
The basic elements of a digital computer, as we know, must perform storage.
movement, processing. and control functions, Omly two fundamental types of com-
ponents are required (Figure 2.6): gates and memory cells. A gate is a device that
implements a simple Boolean or logical function. such as IF A AND 8 ARE TRUE
THEN €15 TRUE {AND gate ). Such devices arc called gates because they control
data flow in much the same way that canal gates do. The memory cell is 4 device
that can store one bit of data; that is, the device can be in one of two stable states al
any time. By interconnecting large numbers of these fundamental devices, we can
construct a computer, We can relate this to our four basic functions as follows:

Data storage: Provided by memory cells.

Iata processing: Provided by pates,

Diata movement: The paths between components are used to move data from
memory to memory and from memory through gates o memory.

» Control; The paths between components can carty contral signals. For exam-
ple. a gate will have one or two data inputs plus a control signal input that acti-
vates the gate. When the control signal is ON. the gate performs its function
on the data inputs and produces a data output. Similarly, the memory cell
will store the bit that is on its input lead when the WRITE control signal is 0N
and will place the bit that is in the cell on its output lead when the REAL con-
trol signal is CIN.

Thus, & computer consists of pates, memory cells, and interconnections among
these elements. The gates and memory cells are. in turn, constructed of simple dig-
ital clectronic components,

The integrated circuitl exploits the fact that sich components as transistors,
resistors. and conductors can be fabricated [tom a semiconductor such as silicon,
It is merely an extension of the solid-state art to fabricate an entire circuit in 4
liny piece of silicon rather than assemble discrete components made from separate
pieces of silicon into the same circuit. Many transistors can be produced at the same

—>| Boolean ~ Binary
Input . | logic —— Output [nput —— "_&flﬂﬂ_a_'gfp ——— Output

& T .u;
e

e e ||
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signal

Wity ——m78 —

ra) Gate () Memory cell

Figure 2.6 Fundamental Computer Elements
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time on a single water of silicon. Equally important, these transistors can be con-
nected with o process of metallization to form circuits,

Figure 2.7 depicts the key concepls in an integrated ciremt. A thin weafer of sl-
icon is divided into a matrix of small areas, each a few millimeters square. The iden-
tical circuit pattern is fabricated in each area, and the waler is broken up into cfips.
Each chip consists of many gates andéfor memory cells plus a number of impud and
output attachment points. This chip s then packaged in housing that protects it
and provides pins for attachment to devices beyond the chip. A number of these
packages can then be interconnected on a printed cireuit board to produce larger
and more complex circuits.

Initially, only a few gates or memory cells could be reliably manufactured and
packaped tlogether, These early integrated circuits are reterred to as small-seale infe-
grative (5511 As time went on, it became possible 1o pack more and more compo-
nents on the same chip. This growth in density is illustrated in Figure 2.8 1 i one
of the most remarkable technological trends ever recorded. This figure reflects the
famous Moore’s law, which was propounded by Gordon Moore, cofounder of Intel,
in 1965 [MOORAS]. Moore observed that the number of transistors that could be
put on a single chip was doubling every vear and correctly pradicted that this pace
would comtinue into the near future, To the surprise of many. including Meore,
the pace continued year alter year and decade aller decade. The pace slowed to a
doubling every 18 months in the 1970s, but has sustained that rate ever since.
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The consequences of Moore's law are profound:

The cost of a chip has remained virtually unchanged during this period of rapid
prowth in density. This means that the cost of computer logic and memory
circuitry has fallen at a dramatic rate,

Because logic and memory elements are placed closer together on more
densely packed chips, the electrical path length is shortened, increasing oper-
ating speed.

I'he computer becomes smaller, making it more convenient to place in a vari-
ety of environments.

There is a reduction in power and cooling requirements.

. The interconnections on the integrated circuit are much more reliable than

solder connections, With more circuitry on gach chip, there are fewer mter-
chip connections,

IBM System/360
By 1964, IBM had a firm grip on the computer market with its 7004} series of

machines, In that vear, IBM announced the System/360. a new tarmily of computer
products. Although the announcement itself was no surprise, it contained some
unpleasant news for current 1BM customers: The 360 product line was incompat-
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Table 24 Key Characteristics of the Svstem!360 Family

Characleristic Model 300 Maodel 4t Model 300 Model 65 Model 75

Mlaximum memuory size (hvles) S K 250K 2ank 312K Al2K

Dara rave [rom memory 0.5 iLE 21 8.0 (LNl
{MWlhstes's) 2

F Processor cvele Lme () 1.4 (Li23 L5 0.25 0z

Relative speed | A 10 | Sl

Maximum nomber of dats channels i - = | &) i

Maximm data rate an one channe! 250 i A0 1250 1250
[Khytes'a)

ible with older IBM machines. Thus, the transition to the 360 would be difficult for
the current customer base, This was a bold step by [BM. but one IBM felt was nec-
essary to break out of some of the constraints of the 7000 architecture and to pro-
duce a system capable of evolving with the new integrated circuit technology
[PADESL, GIFF'S7]. The strategy paid off both financially and technically. The
360 was the success of the decade and cemented [1BM as the overwhelmingly dom-
inant eomputer vendor, with a market share above 70%. And, with some modifica-
tioms and extensions, the architecture of the 360 remains to this day the architecture
of IBM's mainframe' computers, Examples using this architecture can be found
throughout this text,

The System/360 was the industry’s first planned family of computers, The
tamily covered a wide range of performance and cost, Table 2.4 indicales some of
the key characteristics of the various models in 1965 (each member of the family is
distinguished by a madel number). The models were compatible in the sense that
a program written for one model should be capable of being exeeuted by another
maodel in the series. with only a difference in the time it takes to execute.

The concept of a family of compatible computers was both novel and ex-
tremely successful. A customer with modest requirements and a budget 1o match
could start with the relatively inexpensive Model 30, Later, if the customer’s needs
grew, 1t was possible to upgrade to a faster maching with more memory without
sacrilicing the investment in alreadv-developed software. The characteristics of a
family are as lollows:

 Similar or identical instruction set: In many cases, the exact same sel of
machine instructions is supported on all members of 1he Lamily, Thus, a pro-
gram that executes on one machine will also execute on any other, In some
cases, the lower end of the family has an instruction set that is a subsel of
that of the top end of the family. This means that programs can move up but
not down,

"The tecm mainframe i3 used for the laroer, miost powerful computers other than supercompurers,
Typical characterisiics of a mainlrame are that it supports a large davahase, has elaborare [0 hardware,
and is used i a central data processing lacility.
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* Similar or identical operating system: The same basic operating system is avail-
able for all family members. In some cases, additional features are added to
the higher-ecnd members.

* Increasing speed: The rate of instruction execution increases in going from
lower to ]ﬁghcr family members.

= Increasing number of O ports: In going from lower to higher family members,

» Increasing memory size: In going from lower to higher family members.

» Increasing cost: In going from lower to higher family members.

How could such a family concept be implemented? Differences were achieved
based on three factors: basic speed, size, and degree of simultaneity [STEV64]. For
example, greater speed in the execution of a given mstruction could be gained by
the use of more complex circuitry in the ALU, allowing suboperations to be carried
out in parallel. Another way of increasing speed was to increase the width of the
data path between main memory and the CPU. On the Model 30, only 1 byte (8 bits)
could be fetched from main memory at a time, whereas 8 bytes could be fetched
at a time on the Model 70.

The System/360 not only dictated the future course of 1BM but alse had a
profound impact on the entire industry. Many of its features have become standard
on other large computers,

DEC PDP-8

In the same year that IBM shipped its first System/360. another momentous
first shipment occurred: PDP-8 from Digital Equipment Corporation (DEC). At
a time when the average computer required an air-conditioned room. the PDP-8
(dubbed a minicomputer by the industry, after the miniskirt of the day} was small
enough that it could be placed on top of a lab bench or be built into other equip-
ment. It could not do everything the mainframe could, but at $16,000. it was cheap
enough for each lab technician to have one. In contrast. the System/360 series of
mainframe computers introduced just a few months before cost hundreds of thou-
sands of dollars.

The low cost and small size of the PDP-8 enabled another manufacturer
to purchase a PDP-8 and integrate it into a total system for resale. These other
manufacturers came to be known as original equipment manufacturers (OEMs).
and the OEM market became and remains a major segment of the computer
marketplace.

The PIP-8 was an immediate hit and made DECs fortune. This machine and
other members of the PDP-8 family that followed it {see Table 2.5) achicved a pro-
duction status formerly reserved for IBM computers, with about 50,0040 machines
sold over the next dozen vears, As DECs official history puts it, the PDP-8 “estab-
lished the coneept of minicomputers, leading the way to a multibillion dollar indus-
try.” It also established DEC as the number one minicomputer vendor, and, by the
time the PDP-5 had reached the end of its useful life, DEC was the number two
computer manufacturer, behind 1TBM,
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Table 2.5 Evolution of the PDP-5 [VIOTELES]

Cost of Processor — 4K Darg Rate from

Firsl  12-bit Words of Memory Memony Yolume fnmovations and
Mexdel  Shipped {51000s) [wrorddsd s (cuhic feer) Improvements
PDP-2 4R 1.2 l.26 2 Adlormatic wirg-wrapping
production
PDP-5'5 ik &0 = Az Serial instrustion
implementalzon
PIP-Ei 464 iln 1.54 H Medivm-scale integrated
clrcuils
PRSI 11768 T4 1,26 20 Smaller cabine:
FDP-RE ATl R 1.52 s Crmnilis
PR 20 w72 309 .52 & Half-size cabinet with [2wer
slots than & F
PP A 1775 26 1.24 1.2 Senuconduciar menery:

foating-point processor

In contrast to the central-switched architecture (Figure 2.5} used by IBM on
its 70047000 and 360 systems, later models of the PDP-8 used a structure that is now
virtually universal for minicomputers and microcomputers: the bus structure, This
is illustrated in Figure 2.9. The PDP-§ bus, called the Omnibus, consists of 96 s -
rate signal paths. used to carry control, address, and data signals. Because all system
components share a common set of signal paths, their use must be controlled by the
CPLL This architecture is highly flexible, allowing modules 1o be plugged intoe the bus
to creale various configurations,

Later Generations

Beyond the third generation there is less general agreement on defining generations
of computers, Table 2.2 suggesis that there have been a fourth and a fifth Zeneri-
tion, based on advances in integrated circuit technology. With the introduction of
large-scale integration (LSI), more than 1000 components can be placed on a single
integraled circuil chip, Very-large-scale integration (VLSI) achieved more than
10,000 components per ¢hip, and current VLSI chips can contain more than 100,000
COMPHIENLS,
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Figure 2.9 PDP-8 Bus Structure
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With the rapid pace of technology. the high rate of introduction of new prod-
ucts, and the importance of software and commumications as well as hardware. the
classification by generation becomes less clear and less meaningful. It could be said
that the commercial application of new develepments resulted in a major change
in the early 1970s and that the results of these changes are still being worked out. In
this section, we mention two of the most important of these results.

Semiconductor Memaory

The first application of integrated circuit technology to computers was con-
struction of the processor (the control unit and the arithmetic and logic umit) out of
integrated circuit chips. But it was also found that this same technology could be
used to construct memories.

In the 1950s and 1960, most computer memory was constructed from tiny
rings of ferromagnetic material, each about a sisteenth of an inch in diameter. These
rings were strung up on grids of fine wires suspended on small screens inside the
computer. Magnetized one way, a ring (called a core} represented a one: magnel ed
the other way, it stood for a zero. Magnetic-core memory was rather fast; il ook as
little as a millionth of a second to read a bit stored in memory. But it was expensive,
bulky. and used destructive readout: The simple act of reading a core erased the
data stored in it. It was therefore necessary Lo install circuits Lo restore the data as
soon as it had been extracted.

Then, in 1970, Fairchild produced the first relatively capacious semiconductor
memory, This chip, about the size of a single core. could hold 256 bits of memory.
It was nondestructive and much faster than core. It took only 7 billionths of a
second to read a hit, However. the cost per bit was higher than for that of core.

In 1974, a seminal event oceurred: The price per bit of semiconductor mem-
ory dropped below the price per bit of core memory, Following this, there has
heen a continuing and rapid decline in memory cost accompanied by a correspond-
ing increase in physical memory density. This has led the way to smaller, faster
machines with memory sizes of larger and more expensive machines with a time lag
of just a few vears. Developments in memory technology. together with develop-
ments in processor technology to be discussed next. changed the nature of com-
puters in less than a decade. Although bulky, expensive computers remain a part of
the landscape, the computer has also been brought out to the “end user,” with office
machines and personal computers,

Since 1970, semiconductor memory has been through 11 generations: 1K, 4K,
16K, 64K, 256K, 1M, 46, 1606, 64M, 256M, and, as of this writing, 1G bits on a sin-
gle chip (1K = 2", IM = 2%, 1G = 2*). Each generation has provided four times
the storage density of the previous generation, accompanicd by declining cost per
bit and declining access time,

Microprocessors

Tust as the density of elements on memory chips has continued to rise. so
has the density of elements on processor chips. As time went on, mere and more
elements were placed on each chip, so that fewer and fewer chips werce needed to
construct a single computer processor,
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A Ireakthrough was achieved in 1971, when Intel developed its 4004, The 40014
was the first chip to contain af of the components of a CPU on a single chip: The
microprocessor was born,

The 4004 can add two 4-bit numbers and can multiply only by repeated addi-
tion. By today’s standards, the 4004 is hopelessly primitive, but it marked the hegin-
ning of a continuing evolution of microprocessor capability and power.

This evolution can be seen most easily in the number of bits that the proces-
sor deals with at a time. There is no clear-cut measure of this, but perhaps the best
measure is the data bus width: the number of bits of data that can be brought into
or sent oul of the processor at a time. Another measure is the number of bits in the
accumulator or in the set of general-purpose repisters, Often, these measures coin-
cide, but not always, For example, a number of microprocessors were developed that
operate on 16-bit numbers in registers but can only read and write 8 bits at a time.

The next major step in the evolution of the microprocessor was the introduc-
tion in 1972 of the Intel 8008, This was the first 8-bit microprocessor and was almaost
twice as complex as the HHK.

Meither of these steps was 1o have the impact of the next major event: the
introduction in 1974 of the Intel 8080, This was the lirst general-purpose micro-
processor. Whereas the 4004 and the 8008 had been designed [or specific applica-
tions, the 8080 was designed w be the CPU of a general-purpose microcomputer.
Like the 8008, the 8080 is an 8-bit microprocessor, The 8080, however, is faster, has
a richer instruction set, and has a large addressing capability,

Aboul the same lime, 16-bit microprocessors began to be developed, How-
ever, it was nol until the end of the 1970s that powerful, general-purpose 16-bit
micraprocessors appeared. One of these was the 8086, The next step in this trend
occurred in 1981, when both Bell Labs and Hewlett-Packard developed 32-bit,
single-chip microprocessors, Intel introduced its own 32-bit microprocessor, the

B0386, in 1985 (Table 2.6).

Evolution of Intel Microprocessaors

(a) 1970s Processors

4004 8008 B08O 8086 8088
Imtroduced L1571 41072 4174 fHTE [T e
Clock speeds 105 K Hz 08 KHz Ry |0 M:'[]]'“;\m:”""' 5 MHz, & MHz
Bus width 4 hits 4 bits 8 bils 16 bits Shits
Nu.mhu_-ri.:.l' Iransistors 2300 a6 Gl ."\J..-fII]II a ZU,IF'J.SJI?
{microns) {1} = {6 3] {3)
Addressable METOrY | 640 bytes I KByies 4 P-{-H].-'I:_‘H | M L M
Wirtual n'u.;l]w.-r.y - — -
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(b} 19805 Processors

BOZEG J86TM DX MTH S5X JR6TM DX CPU

[ntroduced 282 {418 Refiel L ittt f100R

. i 6MHz Sl _
Clack speeds |25 M?—la 14 M Hz-33 MHz Lt 3 Hz-33 MHz 25 MHz-50 M

Bus width y 16 bits 42 bits 16 bits 32 hits

Mumber ol transislors 1 3, K000 -_":-'S.HUII.:I 235000 1.2 millon

[micTon: } (1.3} {1 {1 {iLE-1)

Addressable memory I metabyies 4 gimabyies p A mipabyies 4 mipabyres

Virtual mmm'.-r.y | mipabwie i terahyles i terabytes el lerabwtes |

(c) 199Ms Processors
JB6TH S5X Pentium Pentinm Fentinm Il

Introduced 45241 32203 LSS ST

e 16 MH- ) MHy- 150 MHz- 200 MHz-

AN 133 MHz Lt bl Hz 2081 MHz A MHz

Bus .wi-:th 32 bits 32 bits 54 btz fd btz

Mumber af 1185 million - 3.1 mallion 5.5 mulhian TA milhien i
transisiors {niicrans) (1) (.t AR {1.35) i

e |

Addressahle memory 4 gigabyies 4 wigabyres fid pipabwtes a pipabyies 1
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(d} Recent Processors

Peotiom 111 | Pentium 4
Iniresducdd L6 1172000
Clock spewds 45060 MHz 1318 LiHz
Bz width it hils G bits
Numberof 93 million 42 million
LrAns SIS (mierons) (.25
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Wirtual memary feh feralies 6t Lerabytes
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DESIGNING EQOR PERFORMANCE

Year by year, the cost of computer sysiems continues to drop dramatically: while
the performance and capacity of those systems continue to rise equally dramatically,
Al a local warchouse club, YOI can piv:.:lc up a personal computer for less than 100
that packs the wallop of an IBM mainframe from 10 years ago. loside that personal
computer, including the microprocessor and memory and other chips, vou get [0s
ol millioms of transistors, You cannot buy 100 million of anything else for so litde,
That many shects of teilet paper would run more than 100,000,

Thus, we have virtually “free” computer power. And this continuing techno-
logical revolution has enabled the development of applications of astounding com-
plexity and power. For example, desktop applications that require the preat power
of today’s microprocessor-based syslems include

* Image processing

« Speech recognition

* Videoconlercncing

¢ Multimedia authoring

e YVoice and video annotation of Oles

o Simulation modeling

Warkstation systems now support highly sophisticated engimecring and seien-
tific applications. as well as simulation systems, and have the ability to support image
and video applications, In addition, businesses are relving on increasingly powerful
serviers Lo handle transaction and database processing and 1o support massive
client/server networks that have replaced the huge mainframe computer canters of
vestervear,

What is fascinating about all this from the perspective of compuler organiza-
tion and architecture is that, on the one hand, the basic building blocks for today's
computer miracles are virtually the same as those of the LAS computer from over
S0 years ago, while on the other hand, the techniques for squeezing the last iota of
performance oul of the materials at hand have become increasingly sophisticated.

This observation serves as a puiding principle lor the presentation in this book.
As we progress through the various elements and components of a computer, two
abjectives are pursued. First, the book explaing the fundamental functionality in
cach area under consideration, and second, the book cxplores those technigues
required io achieve maximum performance. Io the remainder of this section, we
highlight some of the driving factors behind the need to design for performance.

Microprocessor Speed

What gives the Pentium or the PowerPC such mind-boggling power is the relentless
pursuil of specd by processor chip manufacturers, The evolution of these machines
continues to bear out Moore’s law, mentioned previously, 5o long as this law holds,
chipmakers can unleash a new generation of chips every three vears—with four
times as many transistors. In memaory chips, this has gquadrapled the capacity of
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dynamic random-access memory {DRAM). still the basic technology for computer
main memory, every three years. In microprocessors, the addition of new circuits.
and the speed boost that comes from reducing the distances between them, has
improved performance four- or fivefold every three years or so since Intel launched
its x86 family in 1975,

But the raw speed of the microprocessor will not achieve its potential unless
it is fed a constant stream of work to do in the form of computer instructions, Any-
thing that gets in the way of that smooth flow undermines the power of the proces-
sor, Accordingly, while the chipmakers have been busy learning how to fabricate
chips of greater and greater density, the processor designers must come up with ever
more elaborate techniques for feeding the monster. Among the techniques buill into
contemporary processors are the following:

s Branch prediction: The processor looks ahead in the instruction code fetched
from memory and predicts which branches, or groups of instructions, are likely
to be processed next. If the processor guesses right most ol the time, it can
prefetch the correct instructions and buffer them so that the processor is ke
busy, The more sophisticated examples of this strategy predict not just the next
branch but multiple branches ahead, Thus, branch prediction increases the
amount of work available lor the processor to execule,

 Data flow analysis: The processor analyzes which instructions arc dependent
on cach other's results, or data, to create an optimized schedule of instructions.
In fact, instructions are scheduled to be executed when ready, independent of
the original program order. This prevents unnecessary delay.

 Speculative execution: Using branch prediction and data low analysis, some
processors speculatively execute instructions ahead of their actual appearance
in the program execution, holding the resulls in temperary locations. This
enables the processor to keep 11s exccution engines as busy as possible by exe-
cuting instructions that are likely to be needed,

These and other sophisticated techniques are made necessary by the sheer power
ol the processor, They make it possible to exploit the raw speed of the processor.

Performance Balance

While processor power has raced ahead at breakneck speed, other eritical compo-
nents of the computer have not kept up. The result is a need to look for performance
balance; an adjusting of the organization and archilecture to compensate for the
mismatch among the capabilities of the vanous components,

Nowhere is the problem ereated by such mismatches more critical than in the
interface between processor and main memory. Consider the history depicted in
Figure 2.10. While processor speed and memory capacity have grown rapidly. the
speed with which data can be transferred between main memory and the processor
has lagged badly, The interface between processor and main memory is the most
crucial pathway in the entire computer. because it is responsible for carrying a con-
stant flow of program instructions and data between memory chips and the proces-
sor. Il memory or the pathway fails to keep pace with the processor’s insistent
demands, the processor stalls in a wait state, and valuable processing time is lost.
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Figure 210 Evoluton of IRAM and Processar Characleristics

The effects of these trends are shown vividly in Figure 2,11, The amount of
main memary needed is going up, but DRAM density is poing up faster. The net
result is that, on average, the number of PRAMs per svstem 1s going down, The
solid black lines in the figure show that, for a fixed-size memory. the number of
DEAMs needed is declining. But this has an effect on transfer rates, because with
fewer DRAMs, there is less opportunity Tor parallel transler of data, The shaded
bands show that for a particular type of system, main memory size has slowly in-
creased while the number of DRAMs has declined.

There are o number of ways that a system architect can attack this problem,
all of which are reflected in contemporary compuler designs. Examples include
the following:

s lncrease the number ol bits that are retrieved at one time by making DRAMs
“wider” rather than “deeper™ and by using wide bus data paths.

s Change the DRAM interface to make it more efficient by including a cache
or other buffering scheme on the DRAM chip,

* Reduce the Irequency of memory access by incorperating increasingly com-
plex and clficient cache struetures between the processor and main memory,
This includes the incorporation of one or more caches on the processor chip
as well as on an off-chip cache close to the processor chip.

* Increase the interconnect bandwidth between processors and memory by
using higher-speed buses and by uwsing a hierarchy of buses to bulfer and
slructure data How,
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Another area of design focus is the handling of /O devices, As computers

hecome faster and more capable, more sophisticated applications are developed thal
suppart the use of peripherals with intensive 10 demands, Table 2.7 gives some
examples of typical peripheral devices in use on personal computers and work-
stations. These devices ereate tremendous data throughput demands. While the
current generation of processors can handle the data pumped out by these devices,
there remains the problem of getting that data moved between processor and
peripheral. Strategies here include caching and buffering schemes plus the use of
higher-speed interconnection buses and more elaborate structures of buses. In addi-
tion, the use of multiple-processor configurations can aid in satisfying 'O demunds.

Table 2.7 Typical Bandwidth Requirements for Various Peripheral Technalogics

iz . Required Bandwidih
Peripheral Technology ( Whylesss)
Ciraphics = [ 2d-bit enlar i J
Local :-|1'L'£I nebwork . Tl ]3.-'\.\].E.:'X or I - 12 =

| Disk contraller ' SCSTorPL3UG : 10 |
Bullmatiea viden 24 TES@30 fps 674 ]

. L0y peripherals Crher miscellanenus . bicy |
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The key in all this 15 balance, Designers constantly strive o balance the
throughput and processing demands of the processor components. main memory,
/0 devices, and the interconnection structures. This design must constantly be
rethought to cope with two comstantly evolving factors:

* 'Ihe rate at which performance is changing in the various technelogy areas
{processor, buses, memory, peripherals) differs greatly from one type ol ele-
ment to another,

* New applications and new peripheral devices constantly change the nature
af the demand on the system in lerms of typical instruction profile and the data
ACCess patterns.

Thus, computer design is a constantly evolving art Torm. This book attemps
to present the fundamentals on which this art form is based and to present a survey
ol the current state of that art.

PENTIUM AND POWERPC EVOLUTION

Throughout this book, we rely on many conerete examples of computer design and
implementation to illustrate concepts and to illuminate trade-offs. Most of the time,
the book relies on examples from two computer families: the Intel Pentium and the
PowerPC. The Pentium represents the resulls of decades of design efforl on com-
plex instruction set computers (CISCs) Woancorporates the sophisticated design
principles once found only on mainframes and supercomputers and serves as an
excellent example of CISC design, The PowerPC is a direct descendant of the firsl
RISC svstem. the [BM 201 and i« one of the most powerlul and best-designed
RISC-basad systems on the market.
In this section, we provide a brief overview of both svstems,

Pentium

In terms of market share, Intel has ranked as the number one maker of micro-
processors for decades, a position it seems unlikely to vield, The evolution of its Tag-
ship microprocessor product serves as a pood indicator of the evolulion of computer
technology in general.

Table 2.6 shows that evolution. Interestingly, as microprocessors have grown
faster and much more complex, Intel has actually picked up the pace. Intel used
to develop microprocessors one after another, every four years. But Intel hopes 1o
keep rivals at bay by trimming a vear or two off this development time, and has done
s0 with the mast recent Pentium generations,

It is worthwhile to list some ol the highlights of the evolution of the Intel
product line:

= 808 The world's lirst peneral-purpose microprocessor, This was an 8-bit
machine, with an 2-bit data path o memory. The 8080 was used in the first
personal computer, the Altair,
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« BO8H: A far more powerful, 16-bit machine. In addition 1o a wider data path
and larger registers, the 8086 sported an instruction cache. or gueue, that
prefetches a few instructions before they are executed. A variant of this
processor, the 8088, was used in IBM’s first personal computer. sceuring the
suceess of Intel.

« 80286: This extension of the 8086 enabled addressing a 16-MByte memory
instead of just | MByte,

o H0386: lntel's first 32-bit machine, and a major overhaul of the product, With
a 32-hit architecture. the 80386 rivaled the complexity and power of mini-
computers and mainframes introduced just a few years earlicr, This was the
first Intel processor to support multitasking, meaning it could run multiple
programs at the same hime,

s 80486: The 80486 introduced the use of much more sophisticated and power-
ful cache technology and sophisticated instruction pipelining, The 8486 also
offered a built-in math coprocessor, offloading complex math operations from
the main CPLL

o Pentium: With the Pentium, Intel introduced the use of superscalar tech-
nigques. which allow multiple instructions to execute in parallel.

» Pentium Pro: The Pentium Pro continued the move into superscalar organi-
zation begun with the Pentium, with aggressive use of register renaming.
branch prediction, data flow analysis, and speculative execution.

* Pentivm 1I: The Pentium 11 incorporated Intel MMX technology, which 1s
designed specifically to process video. audio, and graphics data efficiently,

« Pentivm N1 The Pentium 111 incorporates additional Hoating-point instruc-
tions Lo support 312 graphics software,

¢ Pentium 4: The Pentium 4 includes additional floating-point and other en-
hancements for multimedia.’

 [tanium: This new generation of Intel processor makes nse of a 64-bit organi-
zation with the 1A-64 architecture, which is discussed in detail in Chapter 15,

PowerPC

In 1975, the 301 mimcomputer project at IBM pioneered many ol the architecture
concepts used in RISC systems. The 801, together with the Berkeley RISC | pro-
cessor, launched the RISC movement, The 801, however, was simply a prototype
intended to demonstrate design concepts, The success of the 801 project led 1BM
to develop a commercial RISC workstation product, the R'T PC. The RT PC, intro-
duced in 1986, adapted the architectural concepts of the 801 to an actual product.
The BT PC was nol a commercial success, and 1t had many rivals with comparable
or hetter performance. In 1990, IBM produced a third system, which built on the
lessons of the 801 and the RT PC, The IBM RISC System/6000 was a RISC-like
superscalar machine marketed as a high-performance workstation; shortly after its
introduction, 1BM hegan to refer to this as the POWER architecture.

"With the Pentiun 4. Tntel switched Trom Roman numerals o Arabic numerals G model numbers.
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For ils next step, IBM entered into an alliance with Motorola, developer of
the ARO00 series of microprocessors, and Apple, which used the Motorola chip in
its Macintosh computers, The result is a series of machines that implement the
PowerPC architecture. This architecture is derived from the POWER architecture.
Changes were made o add key missing features and to enable more efficient im-
plementation by eliminating some instructions and relaxing the specification to
climinate some troublesome special cases. The resulling PowerPC architecture is
a superscalar RISC system. The PowerPOC is used in millions of Apple Macintosh
machines and in numerous embedded chip applications, An example of the lat-
ter is IBMs family of network management chips, which can be embedded in net-
work equipment to provide common management access Tor users with multivendor
platforms,

The following are the principal members of the PowerPC family (Table 2.8):

o O01: The purpose of the 601 was to bring the PowerPC architecture to the mar-
ketplace as quickly as possible. The 601 is a 32-hit maching,

s 603 [ntended Tor low-end deskiop and portable computers, [1is also a 32-hil
machine, comparable in performance with the 601, but with lower cost and a
more efficient implementation.

o 04 Intended lor desktop computers and low-end servers. Again., this 15 a
F2-bit machine, but it uses much more advanced superscalar design technigues
ter achieve greater performance.

@ 620: Intended for high-end servers. The first member of the PowerPC family to
implement a full 6d-bit architecture, including Gd-bit registers and data paths,

« T40750: Also known as the G3 processor, This processor integrates two levels
of cache in the main processor chip, providing significant performance
improvement over a comparable machine with off-chip cache organization.

¢ Gd: This processor inereases the parallelism and internal speed of the pro-
cessor chip:

Table 28 PowerPC Processor Summary
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A descr ||1[|nn of the [BM 7000 series can be found in [BELL7La]. There is good coverage of
the IBM 360 in [STEWSE2] and of the PDXE-8 and other DEC machines in |T5E L78a], These
three books also contain numerous detailed examples of ather computers spanning the his-
tory of computers through the early 19805 A more recent book that includes an excellent
sel of case studies of hi:-.{nricul machines is [BLAAYT]. A good history of the microproces
sor is [BETREYT].

One of the best treatments of the Pentivm is [SHANSSE]. The Intel documentation itsell
is also good [INTED]. [BREY(0| provides a good survey of the Inte]l microprocessor line.,
with emphasis on the 32-bit machines,

[1TBMB4] is a thorough treatment of the PowerPC architecture. [SHAMNYA] pro-
vides similar coverage. [WEIS94| treats both the POWER and PowerPC architectures,

For interesting discussions of Moore's law and its consequences. see [HUTCUG],
[SCHAYT], and |BOHRYE],

BELLT1a Bell C., and Newell, &, Computer Siructures: Readings an.:i Examples. Mew
York: McGraw-Hill, 1971

BELL78a Bell C; Mudge, 1. and McNamara, J. an;}u!cr Engineering: A DEC View of
Hardivars S}vwmi .E'Jn?ﬂgff Bediord, MA: ngt{ul Press 1975

BETRYT Betker, M. Fernando, 1 and Whalen - “The History of the T\-‘l!c:mpmcubur
Bell Laby Techwical Jowrnal, Autuma 1997,

BLAA97  Blaauw, G.. and Brooks, B, Compurer Architechre: € uﬂ(‘f}?!‘i‘ ard Eveluiion,
Reading. MA: Addison-Wesley, 1997, :

BOHRY  Bohr, M. “Silicon Trends and Limits [or Advanced Mlcrupmcmsurs Cloni-
munications of the ACM, March 1998,
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Prentice Hall, 2000,
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Recommended Web Sites:

¢ Intel Developers Page: Intel’s Web page for developers: provides a starting point for
accessing Pentium information. Aldso includes the Intel Technology Tournal.

o PowerPC: Two Web sites, one by Motorola and one by [BM, Tor the PowerPc,

= TopS00 Supercomputer Site: Provides brief description of architeclure and organiza-
ton of current supercomputer products, plus comparisons,

* Charles Babhage Institute: Provides links 10 a number of Web sites dealing with the
history of compulters,

_KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS

Key Terms

acenmulator (AC)

arthmetic and logic
unit (ALLT)

chip

data channel

execute cyele

feteh cvele

Inputioutpul (120

instruction buffer

instruction regster (TR}
sETuCtion sel
inteprated circuil (1C)
main memory
menory address
register (MAR)
memory buffer
register (MBR)
TICTORTOCESSOT

Opeode

afiginal equipment
manufacturer {OEM)

program contral unit

program coumer (PCY

stared program compiiter

upward compalible

von Newmann machine

waler

wiard

register (TBI)
institetion cycle

multiplexor

Review Questions
2.1 Whal is a stored program computer?
2.2 What are the Tour main components of any pencral-purposs computer?
2.3 Atthe integrated cireuit level, what are the three principal constituents of o computer
system?
24 Explain Moore's law,
2.5 List and explain the key characteristics of o computer family,
2.6 What is the key distinguishing feature of o microprocessor?

Problens

21 Eet A = All), A(2), .. AQLOB) and B = B(1), B2y, .. BLOM) be two vectors
fone-dimensional arravs) comprising 1000 numbers cach that are to be added o
torm an array Csuch that Ol = &)+ B forl =1, 2..... 00, Using the TAS
instruction set, write a program for this problem.

22 In the IBM 360 Models 65 and 75, addresses are staggered in bwo separale main
memory unils {é.g., all even-numbered words in one unit and all odd-numbered words
it anothery, What might be the purpose ol this lechnigue?



The Computer System

SSUES FOR PART TWED

A computer system consists of a processor, memory. 1O, and the intercon-
nections among these major compoenents. With the exception of the proces-
sor, which is sutficiently complex 1o devote Part Three to its study, Part Two
examines each of these components i detail
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Chapte_r 3 A Top-Level View of Computer Function
and Interconnection

At a top level, a computer consists of o processor, memory. amd 10 compo-
nents. The functional behavior of the system consists of the exchange of data
and control signals among these components. To support this exchange, these
components must be interconnected. Chapter 3 begins with a brief examina-
tion of the computer’s components and their imput—output requirements. The
chapter then ooks at ke issues that affect interconnection design, especially
the need 1o support interrupts, The bulk of the chapter is devoled to a study
of the most common approach to interconnection: the use of a structure of
buses.

Chapter 4 Cacﬁe Memory

Computer memeory exhibils a wide range of tvpe, technology, organization,
performance, and cost. The typical computer system is equipped with a
hierarchy of memory subsystems, some internal (directhy accessible by the
processor) and some extérnal [accéﬁsihie by the processor via an LICY mod-
ule), Chapter 4 begins with an ovérview of this hierarchy, Next, the chapter
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deals in detail with the design of cache memory, including separate code and data
caches and two-level caches.

Chapter 5 Internal Memory

The design of a main memory system is a never-ending battle among three com-
peting design requirements: large storage capacity, rapid access time. and low cost.
As memory technology evolves, each of these three characteristics is changing, so
that the design decisions in organizing main memory must be revisited anew with
cach new implementation, Chapter 5 focuses on design issues related to wnternal
memory, First, the nature and organization of semiconductor Mk emaory 1s exani-
ined. Then, recent adyvanced DRAM memory organizations are explored.

Chapter 6 External Memory

For truly large storage capacity and for more permanent storage than is available
with main memory, an external memory organization is needed. The most widely
used type of external memory is magnetic disk, and much of Chapter f concentrates
on this topic. First, we look at magnetic disk technology and design considerations.
Then. we look at the use of RAID organization to improve disk memory perfor-
mance. Chapler 6 also examines optical and tape storage.

Chapter 7 Input/Output

1O modules are interconnected with the processor and main memory. and each
controls one or more external devices. Chapter 7 is devoted to the various aspects
of /0 organization. This is a complex area, and less well understood than other
areas of computer system design in terms of meeting performance demands, Chap-
ter 7 examines the mechanisms by which an IO module interacts with the 1est oof
the computer system, using the techniques of programmed 170, interrupt 1O, and
direct memory aceess (DMA). The interface between an 1O module and external
devices is also described.

Chapter 8 Operating System Support

A detailed examination of operating systems (OS5} is beyond the scope of this book.
However. it is important to understand the basic functions of an operating system
and how the OF exploits hardware to provide the desired performance. Chapter 8
deseribes the basic principles of operating systems and discusses the specific design
features in the computer hardware intended to provide support for the operating
system, The chapter begins with a brief history which serves to identify the major
types of operating systems and 1o motivate their use, Next, multiprogramming
is explained by csamining the long-term and short-term scheduling functions.
Finally, an examination of memory management includes a discussion of segmen-
tation, paping. and virtual memory.
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CHAPTER 3 / A VIEW OF COMPUTER FUNCTION AND INTERCONNECTION

3.1

& The major computer system components {(processor, main memory, 1O mod-

 KEY POINTS

+ An instruction cyele consists of an mstruction fetch, followed by zero or more
operand fetches, followed by zero or more operand stores, followed by an
interrupt check (if interrupts are enabled),

ules) need to be interconnected in order to exchange data and control signals,
The most popular means of interconnection is the use of a shared svstern bus
consisting of multiple lines. In conlemporary systems, there typically is a hier-
archy of buses to improve performance. '

¢ [Key design elements for buses include arbitration {whatlmr p:.rmissmn to send
s1gnal,~, on bus lines is controfled centrally or in a distributed fashion); iming
{whether signals on the bus are. wnchmnued o i central clock or are sent |
asynchronously based on the most recent Imnsmlsslun}, and widih Enumber":

ol address lines and number of d'1ta fines ). I

ta top level, a computer consists of CPL {central processing unit), memory.
and /O components, with one or more modules of cach type. These com-
'pnmnh are interconnected in some fashion to achieve the basic function of
the computer, which is to execute programs. Thus, at a top level, we can de acribie
a computer system by (1) describing the external behavior of cach component, that
is, the data and control signals that it exchanges with other compoenents; and (2)
deseribing the interconnection structure and the controls required Lo manage the
use of the interconnection structure.

This top-level view of structure and function is important because of its
explanatory power in understanding the nature of a computer. Equally important is
its use to understand the inercasingly complex issucs of performance evaluation. A
erasp of the top-level structure and function offers insight into system bottlenccks,
alternate pathways, the magnitude of system [ailures if a component tails, and the
ease of adding performance enhancements, In many cases, requirements for greater
system power and fail-safe capabilities are being met by changing the design rather
than merely increasing the speed and reliability of individual components.

This chapter focuses on the basic structures used for computer component
interconnection. As background, the chapter begins with a brief examination of the
basic components and their interface requirements, Then a functional overview is
provided. We are then prepared to examine the use of buses to interconnect system
[.Zﬂl'l'i}'?lt}]’]l_‘l'lLH.

COMPUTER COMPONENTS

As discussed in Chapter 2, virtually all contemporary computer designs are based on
concepts developed by John von Neumann at the Institute for Advanced Studies,

-w. i —
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Princeton, Such a design is referred to as the ver Newrrn arcliteciure and is based
on three key concepts:

* Data and instructions are stored in a single read-wrile memory.

* The contents of this memory are addressable by location. without regard to
the lype of data contained there:

s Execution occurs in a scquential Fashion {unless explicitly modified) [rom one
instruction to the next.

The reasoning behind these concepts was discussed in Chapter 2 but is worth
summarizing here. There is a small set of basic logic components that can be com-
bined in various ways to store binary data and to perform arithmetic and logical
operations on that data. If there is a particular computation to be performed. a con-
figuration of logic components designed specifically for that computation could be
constructed. We can think of the process of connecting the various components
in the desired configuration as a form of programming. The resulting “program™ is in
the form of hardware and is termed a hardwired prograim.

Now consuder this allernative. Suppose we construct a general-purpose con-
figuration of arithmetic and logic functions. This set of hardware will perform van-
ous functions on data depending on control signals applied to the hardware. In the
original case of customized hardware, the system accepts data and produces results
(Figure 3.1a). With general-purpose hardware, the system accepts datla and control
signals and produces results. Thus, instead of rewiring the hardware for cach new
program, the programmer merely needs to supply a new set of control signals.

How shall control signals be supplied? The answer is simple but subtle. The
entire program is actually a sequence of steps. At each step, some arithmetic or log-
ical operation is performed on some data. For each step, a new set of control signals
1s needed. Lel us provide a unique code for each possible set of control signals, and
let us add to the peneral-purpose hardware a segment that can accepl a code and
generate control signals (Figure 3.1h),

Programming is now much casier. Instead of rewiring the hardware for each
new program, all we need to do is provide a new sequence of codes, Each code is,
in effect, an instruction, and part of the hardware interprets cach instruction and
generates control signals. To distinguish this new method of programming, a
sequence of codes or instructions is called sefiware.

Figure 3.1b indicates two major components of the svstem: an instruction
interpreter and a module of general-purpose arithmetic and logic functions. These
two constitule the CPUL Several other com